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Overview

PyTorch
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Open Source Machine Learning (ML) Framework

Pythonic interface for the Torch ML library
Modular and customizable (i.e. hackable)

Google Parallelstore
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Fully managed HPC & Al/ML storage solution, based on DAOS
Current offering provides throughput at 1GBps/TB (c.f.
published Performance document for more details)

Available for use with Google Kubernetes Engine (GKE) and in
standalone Google Cloud Platform (GCP) VMs
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https://cloud.google.com/parallelstore/docs/overview#performance

A Little More on PyTorch...

PyTorch has concepts called Dataloaders and Datasets. In short:

A Dataset is a class representing some specific data for use in training and provides an
interface for getting items from the dataset (Map-style or Iterable-style)

A DatalLoader is a class which provides an iterable wrapper around a dataset, in

particular by managing features such as parallelism/multiprocessing, batching, and

shuffling/sampling
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/path/to/training/img-0000.npz
/path/to/training/img-0001.npz
/path/to/training/img-0002.npz
/path/to/training/img-0003.npz
/path/to/training/img-0004.npz
/path/to/training/img-0005.npz
/path/to/training/img-0006.npz
/path/to/training/img-0007.npz
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https://pytorch.org/tutorials/beginner/basics/data_tutorial.html
https://pytorch.org/docs/stable/data.html#loading-batched-and-non-batched-data
https://pytorch.org/docs/stable/data.html#data-loading-order-and-sampler

PyTorch/DFS

e What
o Enakta Labs designed and implemented custom Dataset

and Checkpoint interfaces that wrap DFS in order to read
and write from POSIX-layout containers directly
e Where
o https://github.com/daos-stack/daos/tree/master/src/client/

pydaos/torch
e When
o Community DAOS - 2.8
o Parallelstore - now!
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https://www.enakta.com/
https://github.com/daos-stack/daos/tree/master/src/client/pydaos/torch
https://github.com/daos-stack/daos/tree/master/src/client/pydaos/torch

DaosDataset Example

import numpy as np

import torch as t

from pydaos.torch import Dataset as DaosDataset
import matplotlib.pyplot as plt

from io import ByteslO

def transform(data):
return np.load(ByteslO(data), allow_pickle=True)['x']

ds = DaosDataset(pool="torch", cont="my-dataset", transform_fn=transform)
print(f"Loaded dataset of {len(ds)} items")

figure = plt.figure(figsize=(8, 8))
cols, rows =3, 3
foriin range(1, cols * rows + 1):
idx = t.randint(len(ds), size=(1,)).item()
img = ds[idx]
figure.add_subplot(rows, cols, i)
plt.title('sample #{}'.format(idx))
plt.axis("off")
plt.imshow(img.squeeze(), cmap="gray")
plt.show()



Benchmarking




Servers

e 100TB Parallelstore Instance
o 25 Servers, 1 rank/server
o 1Pool/1Container
o Striping: Minimum (dir: RP_2G1/file: EC_2P1G1)

Google


https://cloud.google.com/parallelstore/docs/performance

Clients

e 32 vCPU (hardware thread/core)
e 128 GBRAM
e Tier 1 networking (up to 50Gbps)
e Rocky 8 Linux
e 2.6-parallelstore DAOS Client RPMs
e dfuse parameters
o eqg=8
o Default Parallelstore caching attributes
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DLIO

e Vv2.0.0 + patches from Enakta to use DaosDataset
e Common Params

o al00 GPU type

o num_samples_per file: 1

o record_length: 146600628

o record_length_stdev: 68341808

o record_length_resize: 2097152

o epochs: 5

o processes per node: 8

o data size per host: 3.8TB
e Scaled Params

o num_accelerators: (8, 16, 32, 64, 128)

o num_files_train: (28000, 56000, 112000, 224000, 448000)

o num_subfolders_train: (2, 5, 11, 22, 44) R
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Results




Training Runtime vs. Dataset Size
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Training Throughput (Data Read)

== DFS == dfuse

60000

40000

MB/s

20000

0
16 32 64 128

Process Count (8 ppn)
Google



Training Throughput (Samples)
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Backup




18TB Dataset (60k files)
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18 TB Dataset (60k files)
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Fini (Thank You, Questions?)




